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Abstract

Many firms that run A/B tests struggle with low statistical power, increasing the risk that launch
decisions are driven by noise rather than true impact. We argue that in decentralized organizations,
low power can reflect misaligned incentives: product teams choose what and how to test on a
customer-facing experience to maximize their private reward, while the experience owner sets
evaluation rules and launch criteria to optimize the experience. We formalize this interaction via a
principal-agent model and show that evaluating tests using raw impact estimates creates a reward
to sampling noise. Correctly calibrated posterior-mean evaluation removes this reward and creates
a local incentive to reallocate toward fewer, more precise tests of more ambitious ideas. Using
data on A/B tests run at Amazon, we document patterns consistent with these model predictions.
After an Amazon experience shifted to posterior-mean-based evaluation in 2024, test volume
declined while both precision and the dispersion of true impacts increased, more than doubling
signal-to-noise ratios. Our results highlight that A/B testing methodologies can shape not only
measurement and launch decisions, but which tests are pursued in the first place.

1 Introduction

Many firms that run A/B tests struggle with low statistical power, increasing the risk that launch decisions
are driven by noise rather than true impact. When power is low, selection on statistical significance distorts
both the sign and magnitude of estimated impacts (Gelman and Carlin, 2014). This problem is not confined
to small or unsophisticated firms. Even those with sophisticated infrastructure running thousands of tests
per year report that many tests are underpowered (Larsen et al., 2024).

A common explanation for underpowered tests is that experimenters lack proper tooling.! Many firms
have invested heavily in power calculators, sample size recommenders, and variance reduction techniques
(Larsen et al., 2024; Gupta et al., 2019). These tools help, with variance reduction techniques alone capable
of reducing sampling variances by more than 20 percent (Deng et al., 2013; Masoero et al., 2023). Yet
underpowered tests persist even where these features are widely available, suggesting that tooling alone
cannot explain the problem.

In this paper, we argue that low power can instead reflect misaligned incentives between the teams that
run experiments and those that evaluate them. Large-scale A/B testing is typically decentralized: product
teams decide what and how to test on a customer-facing experience, while the experience owner — the
team responsible for the end-to-end quality of that experience — chooses how to evaluate test results (i.e.,
a “scoring rule”) and sets criteria for which features can launch. Because teams are rewarded based on the
measured impact of their launches rather than their true impact, the two actors’ choices interact, with the
product team’s testing behavior shaping experience owner choices and vice versa.

We formalize this interaction via a principal-agent model and show how the experience owner’s choices
shape the product team’s testing behavior. We consider two scoring rules. Raw scoring takes estimated
impacts at face value. Posterior-mean scoring pulls estimates toward a prior mean in proportion to their
sampling noise. The model predicts that raw scoring creates a reward to noise. Under raw scoring, product
teams can increase their expected reward by running many low-precision tests, exploiting the chance of
a launch with a large estimated impact driven by sampling error. Relative to the product team’s optimal
testing behavior, the experience owner would prefer a marginal reallocation toward fewer, more precise

'As Larsen et al. (2024) note, “research regarding improving experimental power for [online controlled experiments]
tends to focus on boosting sensitivity, either by directly reducing the variance of [outcomes] or by reducing the variance
of estimators.”
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tests of more ambitious ideas. Correctly calibrated posterior-mean scoring removes the reward to sampling
noise and aligns the two actors’ objectives when complexity costs associated with launches are zero.
Holding the launch threshold fixed, switching to posterior-mean scoring creates an incentive for the product
team to reallocate toward fewer, more precise tests of more ambitious ideas.

We test these model predictions using data on A/B tests run on an Amazon experience before and after it
shifted from approximately raw to posterior-mean scoring in 2024. Consistent with model predictions, we
estimate that test volume fell, precision improved, and the dispersion of true impacts increased, resulting in
a more than two-fold increase in signal-to-noise ratios. Together, these shifts imply an approximately 60
percent increase in the value of testing on the experience, despite more than 50 percent fewer launches.
The scoring rule change coincided with a change in launch criteria, so we cannot isolate the effect of the
scoring rule per se. However, as a falsification test, we show that there were no such changes on a different
Amazon experience, which continued to use raw scoring throughout our analysis period.

Our findings highlight that A/B testing methodologies can shape not only measurement and launch
decisions, but which tests are pursued in the first place. For experiences weighing whether to adopt
Bayesian methods, for example, the debate typically centers on potential measurement benefits such as
lower mean-squared error and reduced winner’s curse bias (Efron and Morris, 1971; Cator and van Zwet,
2021). We add a consideration beyond measurement: posterior-mean scoring changes the underlying
incentives that determine what teams choose to test. As advances in automation and Al reduce the cost of
testing, these incentive effects may become more important, as lower costs without appropriate scoring
rules can reinforce incentives to pursue noise rather than true impact.

Our work contributes to a growing literature on principal-agent problems in experimentation (Chassang et
al., 2012; Tetenov, 2016; Min, 2023; Bates et al., 2024), which studies how strategic agents respond to
statistical protocols, primarily in clinical trials. Closest to our work is Ghosh and Taubinsky (2025), who
also study misalignment between product teams and experience owners in the context of A/B testing. In
their model, misalignment arises from the product team’s reduced-form preference for launching features.
We instead ground misalignment in the scoring rule, which experience owners typically control. This
allows us to speak directly to practical questions facing experience owners, such as whether to evaluate
tests using frequentist or Bayesian methods (Deng, 2015). Also related are Azevedo et al. (2020), Azevedo
et al. (2023), and Sudijono et al. (2024), who study the optimal allocation of A/B testing resources across
ideas. Their frameworks assume away principal-agent problems and show that lean experimentation —
running many low-powered tests — can be optimal. We show that with principal-agent misalignment, the
product team’s lean allocation under raw scoring is not optimal for the experience owner: a marginal shift
toward fewer, more precise, more ambitious tests would improve the owner’s objective, at least when true
impacts are normally distributed across tests.

2 Model

We consider A/B testing in a decentralized organization, where different actors own different parts of the
testing process. An experience owner seeks to maximize the performance of a customer-facing experience
by choosing how tests are evaluated and which features launch. A product team seeks to maximize its
private reward by choosing what and how to test, taking the experience owner’s rules as given. The two
actors’ choices interact, with the product team’s testing behavior shaping experience owner choices and
vice versa.

2.1 Environment

We formalize the interaction between the experience owner and the product team via a principal-agent
model with three stages, building on Ghosh and Taubinsky (2025). In the first stage, the experience owner
(“principal”) commits to a scoring rule s() and a launch threshold (). In the second stage, the product
team (“agent”) chooses the number of features to test N and the variance of their true impacts 2. In the
third stage, uncertainty is realized. True impacts are drawn, tests are evaluated, qualifying features launch,
and payoffs are realized.

The product team chooses between incremental and speculative ideas. We parameterize this choice via o2,

the variance of the distribution of true impacts. Higher o corresponds to “big bets” with greater upside
potential. Lower o corresponds to safer, incremental improvements. We assume that the mean of the true
impacts p is exogenous to both the product team and the experience owner. This reflects the idea that it
may be easier for the product team to influence the variance of true impacts than their mean. Given (u, 0'2),
each feature’s true impact is drawn independently from the normal distribution:

2
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Once the product team selects which features to test, the experience owner observes the resulting o2. The

experience owner’s scoring rule and launch threshold can therefore depend on o2.

Each A/B test delivers an estimate A of the true impact A. The product team’s choice of the number

of tests IV determines the sampling variance of A via a function 72(N) that is strictly increasing in N.
Holding total testing resources fixed, running more tests reduces the traffic or effort allocated to each test,
leading to noisier estimates of impacts.

Motivated by the randomization of the tests and the central limit theorem, we assume that the estimate A
is normally distributed, with mean A and variance 72(N):

AJA, 72 (N) ~ N (A, 7%(N)) 2)
We sometimes suppress the dependence on N and write 72 = 72(N). We let ¢(-) and ®(-) denote the
standard normal PDF and CDF, respectively.

The experience owner’s scoring rule maps estimated impacts to a score that determines both launch
decisions and the product team’s reward. We restrict attention to linear shrinkage scoring rules:

S (A,Tz,az) =pu+w (72,02) . (A — u) 3)

where w(72,0%) > 0 is decreasing in 72 and increasing in 0. This class nests the two cases central to
our analysis. “Raw scoring” sets s(A, 72,02) = A, while “posterior-mean scoring” sets s(A, 72, 62) =
w4+ o2(0? +72) YA - p).

The experience owner’s launch threshold () determines which features launch on the experience. A
feature launches if and only if its score s(A, 72, 02) exceeds #(72, 62). For example, under raw scoring
s(A,72,02) = A, setting k(72,02) = 7- ®1(1 — a/2) corresponds to launching features if and only if
Ais positive and statistically significant at level «.

2.2 Product Team’s Problem

The product team chooses N and o2 to maximize its expected reward from launched features, subject to a
resource constraint. Define the launch indicator:

L(N,o%s,k) =1 (s (A,T2(N),a2) > K (72(1\7),02)) )

The product team’s expected reward is:

p (N,0?) =N - E (s (A, 72(N),a2) L (N, 0% s, Ii)) (5)
The product team is rewarded based on the scoring rule s(), not the true impact of its launches. No one

observes true impacts directly, and teams are instead evaluated using measured test outcomes.

The product team’s problem is:

(N(s,m),&%s,m)) = argmaxIlp (N,0?) subjectto R(N,o%) <R (6)

(N,o?)

where R(N, o?) is the total resources required to run N tests when the variance of true impacts is o and
R is the product team’s total resource budget.

The product team’s resource function R() is strictly increasing in both its arguments N and o2, Running
additional tests requires greater setup and coordination effort, while pursuing more ambitious ideas
requires greater design and development effort. We assume throughout that 72(-) and R(-) are sufficiently
well-behaved that both the product team’s and the experience owner’s problems have interior solutions.

3



126

127
128

129

130

131
132

133
134
135
136
137

138

139
140

141

142
143
144
145

146
147
148
149
150
151

152
153
154
155

156
157

158
159
160
161
162
163

164

165
166
167

168
169

2.3 Experience Owner’s Problem

The experience owner chooses s() and () to maximize the expected true impact of launched features net
of complexity costs cx, anticipating the product team’s best response { N (s, ), 52 (s, k) }.

The experience owner’s expected reward is:

Mg (s,k) = N(s,k) - E ((A —c¢x)-L (N(s, k), 52(s,K); 8, H)) @)

The experience owner’s problem is:

(8,R) = argmaxIlg (s, k) 8
(s0,£0)

Unlike the product team, which is rewarded based on the scoring rule s(), the experience owner values the
true impact of launched features, as they are responsible for the long-term performance of the experience.

Launched features impose a per-launch complexity cost cx > 0 on the experience owner. Each additional
feature increases the complexity of the experience through interactions across features and long-run
maintenance. The experience owner bears these costs because they are responsible for the experience as a
whole. The product team, which is evaluated based on the measured impact of its own launches, does not
internalize them.

3 Theoretical Results

The experience owner’s choice of scoring rule shapes the product team’s testing behavior. We formalize
this via four results, holding the launch threshold fixed. We present a proof of each result in Appendix A.

We begin with raw scoring, where the product team is rewarded based on the estimated impact A.

Proposition 1 (Raw scoring rewards noise): Suppose that u > 0 and k > p. Under equations (1) and (2)
and raw scoring S(A, 72,0%) = A, at an interior product-team optimum, the experience owner’s objective
has a strictly positive derivative with respect to 0 along the binding resource frontier. Thus, the experience
owner prefers a marginal reallocation toward fewer, more precise tests of more ambitious ideas.

Under raw scoring, the product team is rewarded based on A, which combines the true impact A and
sampling noise. Because the scoring rule does not distinguish between the two, the product team receives
credit for favorable sampling noise as well as true impact when a feature meets launch criteria. At the
product team’s optimum, the experience owner, who cares about true impacts net of complexity costs, can
improve its objective through a marginal reallocation toward fewer tests, higher precision, and greater
ambition.

Proposition 2 (Vanishing testing costs under raw scoring): Suppose that y > 0, k > u, and the resource
function takes the form R(N,0?) = YN + R, (0?), where v > 0. Assume that R, is continuous and
strictly increasing, with Ry (0) = 0 and R, (Z) = R for some finite & > 0. Suppose also that 7>(N) — oo
as N — oo. Under equations (1) and (2) and raw scoring S(A, 72,0%) = A, any optimal product-team
allocation satisfies 5> — 0 and YN — R as ~y — 0. Thus, the team approaches minimum ambition and
maximum feasible test volume, while sampling variance diverges and statistical precision vanishes.

Under these additional assumptions, vanishing testing costs drive the product team toward high-volume,
low-precision experimentation. As the product team runs more tests, each test becomes noisier, increas-
ing the chance of a large, noise-induced reward. Raising ambition adds relatively little while costing
resources that could instead fund more tests. The team therefore shifts resources from ambition to volume,
approaching minimum ambition and maximum feasible test volume. This result illustrates how advances
in automation, APIs, and Al could further encourage noise-seeking under raw scoring.

Proposition 3 (Posterior-mean scoring removes the reward to noise): Suppose that ;x > 0 and k > L.
Under equations (1) and (2) and posterior-mean scoring s(A, 72, 02) = p+ 02(0? + 72) "1 (A — 1), the
gap G = Ilp — [l g between the product team’s and the experience owner’s objectives is strictly smaller
for any (N, o) than under raw scoring. When cx = 0, G = 0 for all (N, 0?).

Posterior-mean scoring shrinks estimated impacts toward the mean p, with the degree of shrinkage
increasing in the level of sampling noise. As a result, the scoring rule discounts large estimated impacts A

4
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from low-precision tests while taking the same A from a high-precision test at closer to face value. This
eliminates the reward to noise identified in Proposition 1. When complexity costs are zero, this aligns the
product team’s and experience owner’s objectives exactly.

Proposition 1 shows that the product team’s raw-scoring allocation is locally inefficient for the experience
owner. Proposition 2 shows that, under additional assumptions, vanishing testing costs drive the team
toward maximum feasible test volume and minimum ambition. Proposition 3 shows that posterior-mean
scoring removes the reward to noise. We now examine how switching scoring rules changes the product
team’s testing behavior.

Proposition 4 (Scoring rules change marginal allocation incentives): Suppose that ;n > 0 and k > [i.

Under equations (1) and (2), at an interior product-team optimum under raw scoring S(A, 72,0%) = A,
the product team’s objective under posterior-mean scoring s(A,72,0%) = p + 02(6% 4+ 72) (A — p)
has a strictly positive derivative with respect to o2 along the binding resource frontier. Thus, under
posterior-mean scoring, the team prefers a marginal reallocation toward fewer, more precise tests of more
ambitious ideas.

Switching from raw to posterior-mean scoring changes the product team’s marginal allocation incentives.
Starting from an allocation optimal under raw scoring, the team can increase its expected reward under
posterior-mean scoring through a marginal reallocation toward fewer tests, higher precision, and greater
ambition. This local comparison holds even when cx = 0.

4 Empirical Application

Proposition 4 establishes a local incentive to reallocate toward fewer tests, higher statistical precision,
and greater ambition when scoring shifts from raw estimates to posterior means. We look for descriptive
evidence consistent with this incentive in a change in scoring rules on a high-traffic, customer-facing
experience at Amazon (hereafter “the experience”).

4.1 Setting and Data

Multiple product teams run A/B tests on the experience to evaluate new features. The experience owner
determines how tests are evaluated and which features launch, with the goal of maximizing a primary
metric (“metric A”) while protecting a secondary metric (“metric B”).

In 2024, the experience owner shifted the experience from approximately raw scoring to posterior-mean
scoring. Amazon’s central experimentation team, Weblab, has long provided posterior-mean estimates of
treatment impacts to experience owners. Prior to 2024, however, these estimates were based on implausibly
large values of the variance of true impacts o2, resulting in negligible shrinkage and estimates nearly
identical to their raw counterparts (Heidemanns et al., 2024). In February 2024, Weblab updated estimates
of 02, enabling more principled posterior-mean scoring (Heidemanns et al., 2024). In May 2024, the
experience owner adopted these estimates for scoring and launch decisions and updated their launch criteria.
In September 2024, the experience owner began enforcing these posterior-mean-based rules directly in the
Weblab application, preventing teams from launching features that did not meet them.

Figure 1: Scoring rule and launch criteria change: Timeline and analysis periods

Weblab announces plan to Experience owner announces
launch new Bayesian priors new launch criteria
Weblab launches new Experience owner enforces new
Bayesian priors launch criteria via Weblab App
f ® ® ® ® f f
Sep 2023 Dec 2023 Feb 2024 May 2024 Sep 2024 Dec 2024  Feb 2025
~" ~~
Pre-change period Post-change period

Year-over-year comparison to account for potential seasonality

Figure 1 presents the timeline of these changes as well as the time periods we use in our analysis. We
compare testing behavior in two five-month windows: September 2023 through January 2024 (pre-change

5



208
209
210
211
212
213
214

215

216
217
218
219
220
221
222

223

224
225
226
227
228
229
230

231
232

234
235
236

237
238
239
240

241

242
243

period) and September 2024 through January 2025 (post-change period). The pre-change period ends
in January 2024, before Weblab launched its updated estimates of o2. The post-change period begins in
September 2024, when the experience owner began enforcing its posterior-mean-based rules directly in the
Weblab application. The year-over-year comparison accounts for potential seasonality in testing behavior.
Within each period, we restrict attention to tests run in the US marketplace whose most recent start date
falls within the period. For each test, we restrict attention to estimated impacts on metrics A and B as of
the longest test duration.

4.2 Estimation

For both the pre- and post-change periods, we estimate the model’s three parameters as follows. We
estimate the number of tests [V as the number of distinct test-treatment pairs. We estimate the sampling
standard error 7 as the median of the estimated standard errors of the estimated difference in means
across test-treatment pairs. We estimate the variance of true impacts ¢ via maximum likelihood under
the normality assumptions in equations (1) and (2). We report 95 percent confidence intervals on the
post-to-pre ratio of our estimates. For 7, we use a nonparametric bootstrap, while for o and /7 we rely
on standard asymptotic inference.

4.3 Results

Figure 2 presents evidence consistent with the model’s predictions. Panel (a) presents results for metric A,
while panel (b) presents results for metric B. For both metrics, the number of tests NV fell by approximately
15 percent and the sampling standard error 7 fell by over 30 percent. The estimated standard deviation of
true impacts o roughly doubled for metric A and increased by around 60 percent for metric B, though the
metric A estimate is imprecise due to a low signal-to-noise ratio in the pre-change period. Together, these
shifts imply a more than two-fold increase in the signal-to-noise ratio o /7 for both metrics, with the metric
B estimate statistically significant.

Figure 2: Changes in testing behavior following the scoring rule and launch criteria change

(a) Metric A (b) Metric B

T(N)

Model parameter
Model parameter

0 1 2 3 4 5 6 0 1 2 3 4 5 6
Estimated value post change (Estimated pre-change value = 1) Estimated value post change (Estimated pre-change value = 1)

Notes: Each bar reports the ratio of the post-change to pre-change estimate of the indicated parameter. The dotted line marks a ratio of one (no change). Error bars denote 95
percent confidence intervals.

These findings do not appear to be driven by outliers, compositional shifts, or secular trends. Figure B1
shows that the results are stable across outlier trimming, compositional reweighting, exclusion of the largest
product teams, alternative time windows, and alternative outcome metrics. As a falsification test, we repeat
our analysis using tests run on a different Amazon experience that continued to use raw scoring throughout
our analysis period. On this experience, test volume increased, while precision and the dispersion of true
impacts — and therefore the signal-to-noise ratio — went largely unchanged.

These parameter shifts, together with the change in launch criteria, imply a substantial increase in the value
of testing on the experience. Choosing x in each period to approximate observed launch rates and setting
cx = 0, the value of testing increased by approximately 60 percent for both metrics, despite more than 50
percent fewer launches.

5 Limitations

Our model makes several simplifying assumptions. First, for tractability, we assume that the true impacts
are normally distributed. In practice, the distribution of true impacts may have fatter-than-normal tails

6
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(Azevedo et al., 2020). If this is the case, the noise premium under raw scoring may be smaller or larger,
and posterior-mean scoring may be more or less effective in mitigating it. Second, we model the ambition
of ideas via a single parameter 0. In practice, product teams choose across ideas that differ in many
ways, not just their variance. Third, in establishing our main results, we hold the launch threshold x fixed
and vary the scoring rule. If the experience owner jointly optimizes both instruments, the optimal launch
threshold could partially compensate for a suboptimal scoring rule, reducing the distortion relative to what
our model predicts.

Our empirical analysis also has important limitations. First, the change in the scoring rule for tests run on
the experience coincided with a change in launch criteria, making it difficult to isolate the effect of the
scoring rule change per se. Second, even if the scoring rule change were the only change, estimating its
causal effect would require ruling out other concurrent changes — such as reorganizations — that could
independently drive changes in equilibrium testing behavior. The falsification test on the experience that
did not change its scoring rule helps mitigate this concern but does not eliminate it. Third, our estimates of
some model parameters are imprecise. The estimate of ¢ is particularly imprecise in the pre-change period
for some metrics, where the low signal-to-noise ratio makes it difficult to distinguish the variance of true
impacts from zero.
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A Appendix: Proof of Claims

Lemma 1 (Product team’s objective under normality): Under equations (1) and (2), for any scoring rule s()
satisfying equation (3) and launch threshold () > 0, evaluated at an allocation with w(N, 0?) > 0, the
product team’s objective reduces to:

e (%.0%) = (0 (B ) + o rtitst-o (G G o)) ©

where #(N, 0?) = k(72(N), %), w(N,0?) = w(T?(N),0?), and v*(N, 0?) = 0% + 72(N).

Proof: To simplify notation, define S = s (A, 2(N), 02). By the definition of the conditional expecta-
tion:

IIp (N,0*) =N-E(S-L(N,0%s,k)) (10)
=N -Pr(S>k(N,0%)E(S|S>k(N,o%)) (11)

Under equations (1) and (2), for any scoring rule s() satisfying equation (3), we have that:

S ~ N (p,w?(N,0*)v*(N,0?)) (12)
Therefore, we have that:
Pr(S>rk(N,0%)=1-Pr(S<k(N,o0%) (13)
_ S—n K (N,0?) —p
=1 _Pr< (N, o0 (N,0%) = w(N, o2 (N,o?) 14
_ K (N, 02) —p
_1_(I)<w(N,02)I/(N,U2)> (15)

(16)

we have that:

w(N,0?)—p >

w(N,02)v(N,02?)

¢
E (8|8 >r(N,0%) =t w (N.0?) v (N,0?) <

Kk(N,02)—
- (w(N,J2)U2NchrQ)>

(a7

Plugging equations (15) and (17) into equation (11) while recognizing that for the normal CDF 1 — ®(z)
®(—z) for any = € R, establishes the claim

Ol

Lemma 2 (Experience owner’s objective under normality): Under equations (1) and (2), for any scoring rule
s() satisfying equation (3) and launch threshold () > 0, evaluated at an allocation with w(N, 0?) > 0,
the experience owner’s objective reduces to:

g (s,x) = N ((u —cx) @ (w (‘J‘Vfg'§§f’(§)gz)) + l,(]\?:z) +® (w (’;\ﬁ,]:]r;()jj/)(;\fficr?)>) (18

where #(N,0?) = k(73(N), %), w(N,0?) = w(T?(N),0?), and v*(N, 0?) = 0% + 72(N).

Proof: To simplify notation, define S = s (A, 72(N), 02>. By the definition of the conditional expecta-
tion:
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335

336

337
338

339
340
341
342

343
344

Iy (S,I{)=N~E((A—Cx)'L(N,O'2;S,Ii)) (19)
:N~PF(S>K)(N,O’2))E(A—Cx‘5>N(N,O’2)> (20)

Under equations (1) and (2), for any scoring rule s() satisfying equation (3), we have that:
S~ N (p,w?*(N,0*)*(N,0%)) @1
Therefore, we have that:

Pr(S>rk(N,0%)=1-Pr(S<k(N,o0%) (22)

23
: (23)
2\ _
:1_¢< n(N.o%) — ) (24)
w

Next, note that (A, S) is jointly normal. Under equations (1) and (2), we have that A=A+ €, with
A ~ N(p,0%),e ~ N(0,7%2(N)),and A L . Therefore, (A, €) is jointly normal. Since, under equation
(3) the score S is a linear function of A, it follows that (A, S) is also jointly normal.

By the linear conditional expectation formula for jointly normal random variables, we have that:

Cov(4, S)
W(S D) (25)
2

o
w (N,02) v2(N,o0?)

E(A|S)=p+

(S —p). (26)
By the law of iterated expectations:

E(A-cx|S>k(N,0*)=E(E(A-cx|S)|S>r(N,o?)) (27)

0.2

w (N, 02) v? (N’UQ)E(S_N | S > H(N,O'2)> (28)

=p—cx+

Recalling the truncated normal property in equation (16):

¢< H(N,O’Z)—; )
w(N,02) v(N,0?)
E(S—p|S>k(N,0%)=w(N,0%) v(N,o?) (29)

K(N,02)—
- (w(N,ch) V(N;:LO'?) )

Substituting yields:

K(N,0%)—p
2 ey

N 2 Kk(N,o02)—
VN 1 - @ (i )

E(A—cx |S>k(N,0%)=p—cx + (30)

Plugging equations (24) and (30) into equation (20) while recognizing that for the normal CDF 1 — ®(z)
®(—z) for any © € R, establishes the claim

ol

Proposition 1 (Raw scoring rewards noise): Suppose that p > 0 and k > p. Under equations (1) and (2)
and raw scoring S(A7 72,0%) = A, at an interior product-team optimum, the experience owner’s objective
has a strictly positive derivative with respect to o along the binding resource frontier. Thus, the experience
owner prefers a marginal reallocation toward fewer, more precise tests of more ambitious ideas.

Proof: Fix the launch threshold x and assume that ;x > 0 and k£ > p. By Lemmas 1 and 2, we have that
under raw scoring:

10
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357

Iy = N (- ®(=2) + v - §(2) G1)

My = & (1= ex) - 0(-2) + (%) -000)) e
where v = y/02 4+ 72(N) and z = (k — p)/v. Define the gap between the objectives as:
G=1Ilp—1IIg (33)
- N <CX CB(—2) + (u - ";) : ¢(z)) (34)
=N (cX B(—2) + (72(VN)> .¢>(z)) (35)

Assuming interior solutions, the resource constraint R(N, 02) = R binds, N is determined by 2, and both
objectives ITp and I1; may be viewed as functions of o2 alone. The product team’s first-order condition
requires that de/da2 = 0. Since II = IIp — G, it follows that

dllg dG
qo? - do? (36)

Therefore, to show that the experience owner prefers higher o2 at the product team optimum, it suffices to
show that dG/do? < 0, which implies that dI1z/do? > 0. By the chain rule, we have that:

dG  9G  9G dN

40?802 TN do? 37

Since the resource constraint determines N as a function of o2, the product team’s first-order condition
dllp/do? = 0 implies:

AN 0llp/do?

— = 38
d0'2 8Hp/8N ( )
Plugging equation (38) into equation (37) and rearranging, we have that:
dG 1 (9GO, OGNy )
do?  Ollp/ON \do%2 ON  ON 0o
Because 1 > 0, k > ju, and 72(NV) is strictly increasing in N, we have that:
ollp pz 5\ dr?(N) 1
G =M (=) 4o () + No (o) (B2 +1427) - T (40)
>0 (4D)
It therefore suffices to show that:
oG ollp _ 0G Ollp
5 > o5 42
ON 0o2 = 002 ON (42)
To this end, note that both G and I1p depend on o2 only through v, so for F' € {IIp, G}:
oF OF 1
- = . 4
do?  Ov 2w “43)

Moreover, each derivative with respect to N has both a direct effect and an indirect effect through v:

OF OF| OF dr*(N) 1
aN —anN| Ta Tav “4

v

11



358

359

360
361

362
363
364
365
366
367
368

369
370
371
372
373

374
375
376
377
378
379

380
381

383

Applying both of these facts to equation (42) and simplifying, we see that it therefore suffices to show that:

Evaluating each derivative, we have that:
STC\J[ Cex B2+ <’7’2(N) +N~Vd72(N)/dN) 6(2) 46)
8;13 =N-9(2)- (E+1+22) @7)
N (48)
O = b(2) + v 0(2) (49)

Substituting these expressions into equation (45), we have that the difference between the left and right-hand
sides is given by:

g% %_%%}’ — No( <CX((1+z) (—2) — 26 (2)) (50)
+ (BB ) 42 )
+ (Nuz dr( /dN> o(z) + <272V(N)> d(z) (52)

# (T2 o ote) — o217 - 1) ) (53)

This difference is positive. That the term in equation (50) is non-negative follows from the assumption
that cx > 0 and the Mills’ ratio bound ®(—z) > z(1 + 22)~! - ¢(2) for z > 0 (Gordon, 1941). That
the terms in equations (51) and (52) are positive follows from the assumptions that ¢4 > 0, x > u, and
dr?(N)/dN > 0. For the term in equation (53), note that if 0 < z < 1, then 22 — 1 < 0, so the bracketed
term is positive; if z > 1, the Mills’ ratio bound ®(—z) < ¢(z)/z implies ®(—2)(22 — 1) < z¢(z), so the
bracketed term is again positive (Gordon, 1941). This together with the assumption that 1+ > 0 guarantees
that the term in equation (53) is non-negative.

It follows that dI1z /do? > 0 at the product team optimum. Since N is decreasing in o2 along the binding
resource frontier, this is equivalent to the experience owner’s objective being decreasing in N at that point.
Because 72(N) is strictly increasing in IV, this marginal reduction in N also raises statistical precision.
Therefore, the product team’s raw-scoring allocation can be improved for the experience owner by a
marginal reallocation toward fewer, more precise tests of more ambitious ideas (|

Proposition 2 (Vanishing testing costs under raw scoring): Suppose that ;i > 0, k > p, and the resource
function takes the form R(N,c?) = YN + R,(c?), where v > 0. Assume that R, is continuous and
strictly increasing, with R,(0) = 0 and R, (Z) = R for some ﬁnite z > 0. Suppose also that 72(N) — oo

as N — oo. Under equatlons (1) and (2) and raw scoring S(A 72,0%) = A, any optimal product-team
allocation satisfies 52 — 0 and 7N — Ras~ — 0. Thus, the team approaches minimum ambition and
maximum feasible test volume, while sampling variance diverges and statistical precision vanishes.

Proof: Write x = 0. Along the binding resource frontier, N = (R — R, (z))/~. Since 0llp/ON > 0
(shown in Proposition 1), the product team’s resource constraint binds. Define Nyax = R/7y, the maximum
feasible test volume, attained at x = 0.

Under raw scoring, write the product team’s objective as
Hp(N,a:):Nf< x+72(N)), (54)
12
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where

f(v)=w1>(—";“) +v¢(";“). (55)

For 1 > 0 and k > p, f(v) is strictly increasing for v > 0 (this is the same derivative II1E /0v =
N¢(zr)ARr > 0 established in the proof of Proposition 4, with v = v), and

f)

o #(0) as v — oo. (56)

Fix any € € (0, ). Every feasible allocation with = > € satisfies x < Z and

R,
N < ¢Npax,  ce=1-— # € (0,1). (57)

Because 72(IV) and f(v) are increasing, its payoff relative to the feasible allocation (Nyax,0) satisfies

IIp(N,z) < f( f"'Tg(NmaX)).

T (N 0~ (/72 W) 9

As v — 0, Npax — 00 and 7'2(Nmax) — o0. The ratio of the two arguments of f tends to one, so the
displayed upper bound converges to c¢. < 1. Thus, for sufficiently small -y, no optimal allocation can have
x > e. Since this holds for every € € (0,%), 5% — 0.

The binding resource constraint and continuity of R, then imply
YN = R — R,(6%) — R. (59)

Consequently, N /Nmax — 1 and N — oo. Since 72 (N) — o0 as N — oo, sampling variance diverges
and statistical precision vanishes (|

Proposition 3 (Posterior-mean scoring removes the reward to noise): Suppose that i > 0 and k > p.
Under equations (1) and (2) and posterior-mean scoring s(A, 72, 02) = p+ 02(c? + 72) (A — ), the
gap G = llp — Il g between the product team’s and the experience owner’s objectives is strictly smaller
for any (N, o) than under raw scoring. When cx = 0, G = 0 for all (N, 0?).

Proof: Fix the launch threshold » and assume that ;> 0 and x > p. If 02 = 0, posterior-mean scoring
gives the constant score i1 < k, so no features launch and Gj; = 0. Under raw scoring, for N > 0 and

72(N) >0,
Gr=N [ch)(l;(;v,){) + T(N)@(I:_(;V/;L)} > 0. (60)

Thus, the claimed comparison also holds at 02 = 0. For the remainder of the proof, suppose that o2 > 0.
By Lemmas 1 and 2, we have that for any positive-weight linear shrinkage scoring:

G=1p—1Ilg (61)
=¥ (ox (G i)+ (w0 wN o) — ) o (i) ©

Under raw scoring s(A, 72, 62) = A, this simplifies to:

=¥ (o 2(Gam) (o) (i) @

while under posterior-mean scoring s(A, 72, 02%) = i+ 02(0% + 72) (A — p) it simplifies to:

 New . p—r
= Nex - G i) o

with w(N, 0?) = w(r?(N),0?) = 0%(c? +7%(N)) L. Since 72(N) > 0, we have w(N, 0%) < 1. Under
the assumption that x > p, this implies:

13
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H—FK n—K
w(N. oMW (N.0?) = v(N.0?) (65)

and therefore that:

n—K

which establishes the claim. Finally, note that if cx = 0, then Gy = 0 and IIp = IIg for all (N, 02) O

Proposition 4 (Scoring rules change marginal allocation incentives): Suppose that u > 0 and £ > L.
Under equations (1) and (2), at an interior product-team optimum under raw scoring S(A, 72,0%) = A,
the product team’s objective under posterior-mean scoring s(A,72,02) = p+ 02(62 +72) 1 (A — p)
has a strictly positive derivative with respect to o> along the binding resource frontier. Thus, under
posterior-mean scoring, the team prefers a marginal reallocation toward fewer, more precise tests of more

ambitious ideas.

Proof: Fix the launch threshold x and assume that x > 0 and < > p. By Lemma 1, we have that under raw
and posterior-mean scoring:

IE =N (u-®(—2z5) + v ¢(2r)) (67)

= (- o)+ (2) -otaan)) 69

where v = /02 + 72(N), 2zr = (k — ) /v, 2y = (k — p)v/o? = zg/w, and w = o2 /v% € (0,1).
Assuming interior solutions, the resource constraint R(N, 02) = R binds, N is determined by o2, and
both objectives may be viewed as functions of o alone. At the raw-scoring optimum, ng /do? = 0.

To establish this local reallocation incentive, it suffices to show that dﬂgf / do? > 0 at the raw-scoring
optimum. By the chain rule, we have that:

any  end¥ oY 4N

do? ~ o2 ON do? ©9)

Since the resource constraint determines N as a function of o2, the product team’s first-order condition
dIT% /do? = 0 implies:

AN  OlE/952

I e il bl 70
do? oIk JON (70)
Plugging equation (70) into equation (69) and rearranging, we have that:
dany 1 OTY ONE oIy Ol 1)
do? — OUE/ON \ 902 ON  ON 0o?
We showed in the proof of Proposition 1 that JTI% /ON > 0. It therefore suffices to show that:
oM onk  onuM onk 72)

902 ON ~ ON 902

Note that Hg depends on o2 and 72 only through v, while Hg depends on both v and ¢ directly (through
w). For either objective ' € {I1&, TI¥ }, the derivative with respect to N has both a direct effect and an
indirect effect through v:

OF OF| OF dr*(N) 1
aN ~oN| Tav aN (73

Similarly, the derivative of IT1£ with respect to o2 operates entirely through v:

14



onE  onug 1
o2~ v 2w 74

s31 while the derivative of TT} with respect to o2 has both a direct effect (through w) and an indirect effect
432 (through v):

oy ony on¥M 1

do2  Ho2 + o 2w (73)
433 Evaluating these derivatives, we have that:
OTE
T]\f =p-®(—2r) +v-d(2r) (76)
ONE
=, =N o(zr) - Ar (77)
OTIM 2
| = n @z + o) 78)
oM N
37| = < (z;(ZM)> Ay (79)
anhf
8VP =—N-¢(zm) - Aur (80)

a4 where Ap = pzg/v+1+ 2% >0and Ay = pza /v +w(l + 23,) > 0.

435 Substituting the decompositions into equation (72), expanding, and noting that the terms involving
w6 (ONIY /Ov) - (OTIE /Ov) cancel between the two sides, we see that it suffices to show that:

M R M R M R
o~k W (BE R )
437 Plugging in the derivatives we derived above, we have that:
0= g (¢(ZR) “o(znr) v ((2—w)Am — w?Ag) (82)
wy
= o(em) o) (I gy s
+ p(d(2nr)(2 — w) Ay - R(—2R) — w - ¢(2r)AR - (I)(_ZM))> (84)

ass  Since N/(2wv) > 0, it suffices to show that the term in parentheses is positive. That the term in equation
439 (82) is strictly positive follows from the identity:

92— _ a3
2= - utdn= (24 ) () ol - w) 5)
v w
a0 where 2 —w — w3 > 0 for w € (0, 1) (the function equals 2 at w = 0, equals 0 at w = 1, and has strictly
441 negative derivative —1 — 3w?). That the term in equation (83) is positive follows from the assumptions that
a2 dr*(N)/dN > 0and Ag, Aps > 0. That the term in equation (84) is non-negative follows from two facts:
a3 Afirst, the inverse Mills ratio ¢(z)/®(—z) is strictly increasing in z for z > 0 (Gordon, 1941), and since
a4 zpr = zr/w > zg we have ¢(zpr) - P(—zg) > d(zr) - P(—2zp); second, (2 — w)Ap > wAg, which
a5 follows from the identity (2 — w) Ay — wAp = U=wE+w) (B2 4 22) +w(l —w) > 0 forw € (0,1).

w

ass It follows that dITY /do? > 0 at the raw-scoring optimum. A marginal increase in o2 along the binding
447 resource frontier therefore raises the product team’s posterior-mean-scoring objective while reducing test
448 volume and improving statistical precision. O

15



us B Appendix: Supplemental Results

Figure B1: Sensitivity of empirical findings across samples and outcomes

(a) Metric A (Excluding extreme A) (b) Metric A (Excluding extreme 1—2) (¢) Metric A (Excluding extreme A /T) (d) Metric A (Excluding largest product teams)
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(e) Metric A (Product team reweighting) (f) Metric A (Expanded time period) (g) Metric B (Excluding extreme A) (h) Metric B (Bxcluding extreme 2 )
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(i) Metric B (Excluding extreme A /) (j) Metric B (Excluding largest product teams) (k) Metric B (Product team reweighting) (1) Metric B (Expanded time period)
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Notes: In panel (a), the outcome metric is metric A but test-treatments with estimated impacts in the top and bottom 0.1, 0.2, 0.3, and 0.4 percent are excluded from both the pre-
and post-change periods. In panel (b), the outcome metric is metric A but test-treatments with sampling variances in the top and bottom 0.1, 0.2, 0.3, and 0.4 percent are excluded
from both the pre- and post-change periods. In panel (c), the outcome metric is metric A but test-treatments with estimated ¢-statistics in the top and bottom 0.1, 0.2, 0.3, and 0.4
percent are excluded from both the pre- and post-change periods. In panel (d), the outcome metric is metric A but the largest 1, 2, 3, and 4 product teams are excluded from both
the pre- and post-change periods. In panel (e), the outcome metric is metric A but the sample is re-weighted such that the distribution of test-treatments across product teams in
the post-change period matches that of the pre-change period. In panel (f), the outcome metric is metric A but the pre-change period is expanded to 2023-08-01 to 2024-02-28
(instead of 2023-09-01 to 2024-01-31) and the post-change period is expanded to 2024-08-01 to 2025-02-28 (instead of 2024-09-01 to 2025-01-31). Panels (g)—(1) repeat the
robustness checks in panels (a)—(f) using metric B as the outcome metric. In panel (m), the outcome metric is metric C. In panel (n), the outcome metric is metric D. In panel (o),
the outcome metric is metric E. In panel (p), the outcome metric is metric F and the sample is test-treatment pairs run on a different Amazon experience that continued to use raw
scoring throughout 2023-2024.
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